Dear Editor and Reviewers,

Thank you very much for the suggestions and the opportunity for improving the manuscript. The manuscript is substantially changed in this version. The number of pages has increased from 28 to 37, while the number of figures has increased from 20 to 32. The list of covered projections is enriched for one projection more (KSC).

In the rest of this letter, I’ll try to answer all reviewers’ questions. The answers are written in bold to be easily distinguished from the questions and the rest of the text.

Reviewer K:

While I am overall very positive on this paper, I do have some suggestions for further improvement:

· The figures showing the front and top faces (e.g. Figure 4.1) show the forward transformation.  That is, they show what the coastline and graticule look when when projected onto those cube faces.  While this is useful, I would also love to see the inverse transformation.  In other words, what does a regular grid in the projected map space look like when when unprojected back to the sphere?  I think this would more intuitively capture the texel aspect and area distortion of the projection.  Of course, the difficulty is that showing what the map looks like on the sphere requires us to draw a sphere on a 2D page, which of course requires a projection.  Still, a simple perspective transformation would be pretty easy for us to interpret.
Additional figures that illustrate the inverse transformation have been added to the paper for each of the projections as well as a side-by-side comparison.

· In Section 3.2, the bottom paragraph of Page 8 (beginning with “Another reason for minimizing texel aspect distortion…”) could use some improvement.  This is a really critical paragraph as it explains why we should care about texel aspect distortion, so it is worthwhile to make it crystal clear.  For example, it says, “the texture shrinks during the application to a terrain,” but why does this happen?  Because of aspect distortion it is shrinking in one direction but not the other, so we end up with too little detail in one direction, and too much detail in the other direction.  So when we select a texture with sufficient detail in the low detail direction, it covers only a small area in the high detail direction, so we need extra textures to cover the entire terrain.  I’m not sure my explanation here is a huge improvement, but I do think it is worth another revision to get this important paragraph just right.
The whole third paragraph on page 9 is devoted to this explanation. “Because of aspect distortion, after the application to a terrain, a texture changes its aspect and cover the different area along different directions, resulting in more details in the direction where shrinking occurs and fewer details in the direction where stretching occurs. If we select the texture level with enough details for the stretching direction while not taking into account aspect distortion, it will result in exceeding the size of a current clipmap level along the direction where shrinking occurs (black strips in Fig. 3.2). This issue can be solved by using texture levels bigger than their nominal size, for the factor greater or equal to the maximum texel distortion. Bigger textures induce higher memory consumption and longer update times. Choosing a coarser clipmap level, to avoid exceeding the size of the current level, leads to blurry rendering results.”

· Page 9: “The texel area distortion in non-equal-area projection can be nearly constant only for the higher resolution levels.  For the lower resolution levels, it cannot be eliminated by proper level selection, and hence, it is treated the same way as aspect distortion.”  Can you state this more precisely?  Even at high resolution levels, the area can vary greatly.  But it doesn’t matter at high resolution levels because only a small part is seen at a time, and the variation within that small part is expected to be small.  I think that’s what this is saying, but is that necessarily 100% true, particularly with the projections like QSC and HEALPix with local discontinuities at x = |y|?
The statement is reformulated to: “The texel area distortion in non-equal-area projection can be nearly constant only for the higher resolution levels. Such levels have smaller spatial extent, which prevents significant change in the value of area distortion. For the lower resolution levels, where it is not the case, area distortion has to be treated the same way as aspect distortion.”

· In the explanation of QSC on page 18, “The formulae for forward and inverse transformations given below apply to one quarter of the front cube face; the other three quarters are handled by rotating this quarter of definition.”  It would be helpful to have another sentence or two about how to perform that rotation.
The explanation of QSC projection is substantially changed on page 22.

· Page 19: “These discontinuities also slightly disturb the equal-area property of the projection.”  Is that the only downside to the discontinuities?  The conclusion also reiterates, “Both QSC and HEALPix suffer from discontinuities at the cube face diagonals,” implying that it is a bigger problem than one is lead to believe earlier in the paper.
These discontinuities change the direction of aspect distortion (which is also at its maximum), cause severe additional texture distortion if intersecting triangles of the underlying mesh and also slightly disturb the equal-area property of the projection. The left side of Fig. 4.16 depicts a distortion caused by intersecting triangles, while the underlying mesh is shown on the right side of the Fig. 4.16. This issue can be solved by splitting the cube faces into four triangular regions, using a very fine tessellation (a pixel-sized triangles) or ray casting rendering (per pixel texture sampling).

I noted the following minor errors / typos while reading through the paper several times:

· Page 3, “It was used by Cignoni et al. [4] in one of the first publications on planet rendering.”  Cignoni et al. cites Lindstrom et al.’s An Integrated Global GIS and Visual Simulation System which also covers planet rendering and predates that paper by 5 years.  There are probably other examples, so it seems a bit misleading, even if technically true, to say Cignoni et al. is one of the first.
· This reference is completely removed since it doesn’t fit into the manuscript’s main topic. Cignoni is neither the first author who published a planet-sized terrain rendering engine nor he used the hexahedral gnomonic projection.

· Page 12, “While aspect distortion is slightly better than in any other equal-area or approximately near-equal area SCM projection, area distortion is the worst.”  This sentence seems to imply that this projection (TSC) is equal area (or nearly so), but it’s not.  I think it’s just a phrasing problem.  For example, this would be fine: “While aspect distortion is slightly better than the equal-area or approximately near-equal area SCM projections, area distortion is far worse.”
It is corrected as it is proposed.

· Page 13, “increases along X-axis, while increases along the Y-axis.”  I believe  should be .
Exactly! Thank you very much for the correction.

· Page 13: “Outerra Spherical Cube (OSC) is an SCM projection used in the Outerra planetary game engine.”  I don’t think it’s correct to call Outerra a game engine, though if the authors have had discussions with Brano Kemen, as stated in the introduction, they may know better than me.
Agree. It is changed to “Outerra planetary 3D engine”.

· Page 21: “The process  of rearrangement after the forward transformation is summarized in Tab. 4.6.”  Should be Tab. 4.1.
That was the problem caused by LaTeX labeling. Solved.

· Page 23-24: “Almost all SCM projections passed the precision test, with the error of successive applications of inverse and forward transformations less than or equal to 1um for the Earth-sized planet.”  The word “successive” makes it sound like you applied multiple forward, inverse, forward, inverse, etc. transformations.  Maybe rephrase to “... with the error introduced by an inverse transformation followed by a forward transformation less than or equal to 1um for the Earth-sized planet.”
Corrected as proposed.

· Page 24: “Table 5. gives a comparative review…”  Should be Table 5.1.
Also, the problem caused by LaTeX. Solved.

· Page 26: “Since texel aspect distortion can be minimized through the modification of texture level-of-detail choosing…”  Should be area distortion, not aspect distortion.
Indeed! Thank you very much for the careful reading and pointing out such substantial, but still hardly noticeable error.

I would also like to thank the reviewer K for a comprehensive set of grammar and spelling corrections!

Reviewer H:

However, I think that there are a few areas where the paper could use improvement. Here are some suggestions that I think would make the paper more complete:

In the Introduction section the paper alludes to other polyhedra that might be used as projection surfaces, but it does not discuss the other options. The paragraph given in the Conclusion that explains the importance of cubic projections is better written than the sentence given to that topic in the introduction. I would add to the Introduction or Related Research section a brief overview of the other polyhedral options, and follow that with the paragraph from the Conclusion.
The introductory section is extended by adding a brief introduction to polyhedral projections and a slight modification of other text. 

“Projecting a spheroidal surface to a single plane (at or folded into a cylinder or a cone) always results in singularities [10, 24], therefore the first step for improvement is to subdivide the spheroidal surface into several regions, each of which is projected to a separate projection plane. The subdivision reduces map distortion, but increases the number of interrupts. The faces of an encompassing or inscribed polyhedron are very good candidates for the projection planes, hence the polyhedral projections have been used for centuries to represent the surface of the Earth. Fig. 1.1 displays unfolded polyhedral projections based on Platonic solids.

As it can be seen in Fig. 1.1, the increase of the polyhedral faces number reduces distortion and increases interrupts at the same time. The number of interrupts is also an important aspect of a map projection. For paper maps, interrupts make visual discontinuities, while for electronic maps (i.e. textures) they may require separate datasets for each region. The number of datasets may have a direct impact on the memory usage [4]. Therefore, it should be minimized if possible.”

Much of the paper is a survey of previously published cubic projections. While descriptions of the various projections are warranted, it seems out-of-place to me to include transformation equations for each, except in the cases of the more obscure projections mentioned, which may not be accessible to the general reader. This interrupts the flow of the paper at hand, while obscuring what part of the work presented is original and which is the work of other authors. One way to get around these objections would be to move the actual equations to an appendix.
Although it is true that some formulae are complex, they are a substantial part of the appropriate projection. The initial (and also the final) idea was to make a paper where all known hexahedral projections are listed with enough implementation details for each of them, as well as drawing attention to the quality of each of them considering proposed metric. Hence, we would like to let them stay the way they are. 

The paper is generally thorough in it’s survey of cubic projections. But it doesn’t mention one historically important projection, the equal area cubic projection given in:

Tobler, W.R., and Z. Chen. 1986. A quadtree for global information storage.
Geographical Analysis 18(4): 360-71. 
I‘m very sorry, but the Tolbert’s paper is not mentioned in the manuscript since it doesn’t propose a hexahedral projection and, hence, doesn’t fit the concept of the manuscript. The paper does mention cube based approaches (Chan, O’Neill, Laubscher at al.) but the main point is in defining support for quadtree storage and a proposal of an equal-area projection of the whole world in a square (not onto the cube). 

In addition to being equal area, this projection is one of the earliest (if not the earliest) example of a quadtree on a cubic earth. The paper also contains pointers into older literature that probably should be mentioned in the paper under review.
[bookmark: _GoBack]We think we have already covered “older” references (Chan, O’Neill, Laubscher at al.). In this version of the paper, it is more clearly stated that those early approaches have very serious issues. Hopefully, this paper would reveal something that has been unknown for 40 years. Like wrong QLSC projection and very poor CSC projection.

In the Conclusions section I would make the recap more concise and expand the actual conclusions. For example, in addition to the qualitative comparison of the projections, it would be helpful to give some guidance to the reader based on that evaluation. Are specific projections better/worse for different applications, etc.?
The conclusion is changed and more straight forward recommendations are provided.

Best regards,
Author
